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Abstract

The handling of situations where multiple visual in-
formation occurs requires the fusion of visual infor-
mation. This is a very common task found in the
processing of multisource / multitemporal datasets,
in sensor fusion, and in all kinds of active vision
systems. A general approach to this problem is
presented which goes beyond previous information
theoretic investigations. Starting from the paradigm
of ‘Active Fusion’, where entropy is used as a mea-
sure to evaluate the expected gain in information
from a potential data source, we develop the con-
cept of data ‘consistency’. In multisource visual in-
formation processing, consistency can be expressed
by vicinity in space, by similarity of visual land-
marks or by higher level constraints like smooth-
ness of motion trajectories, rigid body, or continu-
ity constraints. Several sample applications are pre-
sented, including an active object recognition sys-
tem, the definition of salient landmarks, and an opti-
cal tracking system. In summary, consistency eval-
uation is a powerful method to reduce complex-
ity and to resolve otherwise ill-posed problems like
ambiguity in computer vision.

1 Introduction, Motivation

This paper gives an overview of recent work car-
ried out by a computer vision research group at
Graz University of Technology under my supervi-
sion. Despite the more theoretical section on con-
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sistency, there is little new material which is the rea-
son for many self-citations. However, in the context
of VMV – Vision, Modeling and Visualization – the
results of my research are reframed to support the
main message of my invited lecture at VMV’01:

Computer Vision and Computer Graphics have
been approaching each other in the past decade,
and it is very likely that the two fields will merge
within the next decade. If we look at the processing
of visual information in the context of interaction
with a human user we have to abandon any static
approach (like rendering of one image, or static
interpretation / understanding of a single image).
A human who wants to interact with visual infor-
mation requires the permanent updating of a 4D
data stream (3D space + time) in real-time. Im-
portant tasks, which are necessary to achieve this
behaviour of a future combined vision / graphics
interface are: object detection and identification,
3D structure from X, occlusion detection and han-
dling, levels of detail, focus of attention, tracking,
and many more areas of current research in real-
time vision and real-time rendering. Evidently, the
concept of consistency plays a central role: Percep-
tion of the user must be consistent with any visual /
graphical events detected / generated by the system,
and consistency can be measured and used to effi-
ciently control many individual processes of a real-
time vision / graphics system.

The field of Augmented Reality (AR [5], some-
times also called ‘Mixed reality’ MR [15]) nicely
combines many of the aspects mentioned above and
has thus been selected as a general testbed. A
human user is wearing an optical or a video see-
through head-mounted display (HMD, see fig. 1)
and perceives the real scene together with some vir-
tual graphical content. Consistent perception re-
quires perfect spatial and temporal registration of
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reality and virtuality. Section 4 reports on important
issues in Augmented Reality, the definition of vi-
sual landmarks (section 4.2.1), and real-time track-
ing of the user’s head position and orientation (sec-
tion 4.2.2).

Figure 1: An Augmented Reality helmet with see-
through head-mounted display, stereo vision, and
magnetic tracking.

Because the human user of an AR system is in
principle unconstrained and can move around freely
in the scene, and his motion can neither be con-
trolled nor predicted, I prefer to start (section 2)
on the safer ground of active vision [1, 6], where
camera motion and viewpoint can be controlled by
the system. The application of these investigations,
an active object recognition system, is presented in
section 4.1.

2 Active Fusion

Within a 5-year Austrian research initiative, the
topic of ‘Information Fusion in Image Understand-
ing’ (for a summary see: [3]) has been investigated.
The major result of this research was the concept of
‘Active Fusion’ [20], which has been applied to au-
tonomous robot navigation [22], as well as to object
recognition [8, 16].

The basic idea of active fusion can be sketched
in a simple Bayesian framework as follows: We de-
scribe a discrete closed world case and assume con-
ditional independence. Given any

�
measurements

/ sensor inputs � � � 	 �  � � � �
, these measure-

ments can support � different hypotheses � � � � �
 � � � � . Bayes formula gives:

� � � �  � " � � � � � � $ & �
� � � " � � � � � � $  � � & � � � � &� � � " � � � � � � $ &

(1)
Assuming that the � � are disjunct, ( �) � " � � � � � � * , , and that exactly one � - should be the

correct interpretation, we can use entropy / � ( & as
a measure to specify the quality of the distribution� � � � & :

/ � ( & � 1
*3

� 4 "
� � � � & 6 � 8 � � � � & (2)

This gives us / � ; if
� � � - & �  and

� � � � & �
; � � A� B . On the other hand, we obtain / D F H ifI � J � � � � & � const. �  K � .

The crucial point of active fusion is to avoid un-
necessary effort. There are many cases, where some
measurements may be difficult or expensive to ob-
tain, and other cases, where the complete space of
all

�
measurements is prohibitive in size (imagine

for instance a very complex object, which has to be
viewed from all possible viewpoints in order to be
recognized correctly). Instead, we propose to start
from an initial distribution of hypotheses based onL M  initial measurements

� � � �  � " � � � � � � P & .
The goal of active fusion is to iteratively incor-
porate more measurements � P Q " � � � � � � T , until

/ � � � � �  � " � � � � � � T & & V X , with X a predefined
threshold.

While this general idea is very simple and easy
to understand, there remain many issues to be dis-
cussed. In our work on active fusion we have cov-
ered several aspects, for instance:Z Active fusion as a mechanism of control [20].

If we can predict the expected gain in informa-
tion from a new measurement, we can select
the best next action to take.Z Learning in active fusion [16, 17]. While pre-
diction requires a complete model of posterior
probabilities, we can learn from training ex-
amples which next action is the best one.Z The comparison of different mathemati-
cal frameworks (Bayesian, Dempster-Shafer,
Fuzzy) [7].Z Active fusion applied to object recognition in
computer vision [8].
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3 Consistency

The subsequent considerations about consistency
try to put the ideas about information gain by en-
tropy reduction mentioned above a step further. Of
course, any distribution

� � � � & with / � ( & � ; is
perfectly consistent, delivering a correct interpreta-
tion � - of all measurements � � . However, up to this
point the line of argument has been very abstract. I
would like to focus on two aspects:

1. There might be cases of ambiguity, where the
same measurements � � might support sev-
eral different hypotheses. This can be ex-
pressed either by one multimodal distribution� � � � & � � �  � � � � � � , or by several subsets

( ` b ( with unimodal distributions.
2. Measurements could be anything, from a pixel

greyvalue to a video stream, and the same is
true for the hypotheses. Aiming at consistency
in the processing of visual information means
also to solve problems of representation.

3.1 Consistency vs. Ambiguity

In our previous work on active fusion and active ob-
ject recognition, the approach was straightforward:
A multimodal distribution

� � � � & means either a sit-
uation, where the measurements taken up to now
were not specific enough to reveal the important
features (e.g. insufficient spatial resolution, missing
color, wrong exposure), or the selected view of the
object is ambiguous (e.g. two cars looking identical
viewed from the side, but easily discriminated by
using a view which shows the license plate). The
solution to this problem was to take more measure-
ments (change sensor characteristics) and measure-
ments from different viewpoints to reduce ambigu-
ity, finally ending up with a unimodal distribution
and a sufficiently low entropy.

The evaluation of consistency of subsets of ( of-
fers further possibilities, which are especially rele-
vant for real-time applications. To consider only a
subset of ( means to constrain the number of pos-
sible hypotheses. A consistent subset might for in-
stance correspond to a certain application domain,
e.g. indoor vs. outdoor scenes. So the basic idea
is to start from some initial measurements � � , to
evaluate

� � � �  � � & , and to find e plausible interpre-
tations which correspond to consistent subsets ( `
(the ( ` may however overlap, i.e. ( F g ( i A� ) , ).
Since each of the corresponding e distributions is

unimodal, it favors a certain hypothesis � j . Further
measurements can now be devised to support these
hypotheses. An example for very early work in this
direction (however without explicit information the-
oretical foundation) is the OHM (object hypothesis
maintenance) strategy in the schema system of the
UMass VISIONS system [10]. Another possibility
is to use a consistent subset to filter measurement
information such that only measurements are con-
sidered which support the current hypothesis. This
has been done e.g. by D.G. Lowe with his view-
point consistency constraint in the Scerpo system
[13]. Such a consistency constraint can also be an
efficient means of outlier rejection.

3.2 Representations

A distance measure is required to be able to cal-
culate any measure of consistency. Useful defini-
tions of distance depend on the representation of
the problem itself. The following list gives exam-
ples of common representations used in visual in-
formation processing along with appropriate dis-
tance measures:Z Image or pixel-level representations. Objects

are represented as subimages or templates.
Distances can be measured as the sum of
squared differences (SSD), by correlation, or
more robust by rank correlation.Z Eigenspace must be mentioned as a specific
important case of appearance-based represen-
tations. Similarity of trajectories in eigenspace
can be measured by Euclidean distance.Z Geometry, 3D models. In cases of 3D recon-
struction from images, the Euclidean distance
between points in 3D has to be measured.Z Feature based representations. Starting from
input images, features are calculated, and a
feature space is built. Useful distances are
e.g. Euclidean, city block, Mahalanobis, cor-
relation factor. See [2] for consistent grouping
of features in a probabilistic framework.Z Symbolic representations. The probabilistic
framework presented above falls into this cat-
egory. Distance can be measured by Shan-
non’s measure of mutual information: Given
two subsets

L
and k of ( , the mutual infor-

mation l � L � k & is defined by [18]

l � L � k & � / � L & n / � k & 1 / � L � k & (3)
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Z Graphs. Visual contents and their relations can
be represented in graphs. A useful distance
measure can be based on e.g. subgraph isomor-
phism. See [27] for relational consistency and
[24] for matching of ambiguous feature sets by
inexact graph matching.

This enumeration of representations and distance
measures is by no means intended to be complete.
Instead it should give the reader a flavour of the
complexity of the problem. There is little com-
mon ground besides of the common scheme of mu-
tual information evaluation at a very abstract (sym-
bol) level of representation. The idea of a measure
of self-consistency (see [12] for its application to
stereo-algorithms) certainly has potential for gen-
eral applicability. In summary there seem to be a
lot of possible directions in future information the-
oretic investigation of consistency in vision.

4 Applications

This section of the paper intends to give an
overview of applications of active fusion, entropy
minimization, and consistency evaluation in object
recognition and in augmented reality. For detailed
presentations the reader is referred to [8, 19, 4, 23].

4.1 Active Object Recognition

We have set up an active vision laboratory (Fig. 2)
which allows us to place objects on a turntable and
to view them by a computer controlled camera sys-
tem which is mounted to a frame at the wall. To-
gether with flexible illumination by four indepen-
dently switchable light sources (which gives us 15
different illumination situations) we can control the
view of an object with 7 degrees of freedom (ro-
tation of the table; pan, tilt, zoom, and aperture of
the camera; horizontal and vertical translation of the
camera). The active vision laboratory is presented
in the first part of the video1.

For the active object recognition system de-
scribed here, the active vision laboratory is used as
follows: One out of � different objects is placed on
the turntable. Illumination is kept constant and am-
bient. By changing vertical translation, zoom and
tilt of the camera, and by rotating the turntable, the

1The video shown at the conference is also available at
http://www.emt.tu-graz.ac.at/ s pinz/research.html

Figure 2: Active vision laboratory.

resulting images are equivalent to viewing the ob-
ject from a ‘view-sphere’ at constant distance (al-
though only the upper half of the sphere makes
sense, and the nadir point cannot be reached by the
camera). A view t of the object taken from the
view-sphere can then be represented by two angles:
The longitude u which is equivalent to a rotation of
the turntable, and the latitude v represented by the
elevation of the camera. The system is trained to
recognize an object from a single view by present-
ing all � objects from

�
different views (by dis-

crete sampling of the view-sphere) during a training
phase.

Our active recognition scheme can be used on top
of any recognition algorithm which is capable of es-
timating object � � and pose w ` from a single image

l � representing view t � of the object. In [8] we use
object recognition in parametric eigenspace, in [21],
this approach is compared to simple moment fea-
tures. In terms of the probabilistic framework pre-
sented in section 2, we denote: ( � ) � " � � � � � � * ,
is the set of � different objects, y � ) w " � � � � � w { ,
is the set of | different poses; the pair

� � � � w ` & de-
scribes that object � � is placed on the turntable in
pose w ` ; the image l � taken from view t � is equiv-
alent to the current measurement � � , so that we de-
fine � � � � l � � t � & . After taking the first image l "
from a known initial view t " we get the following
distribution for all possible � objects at all possible

e poses:
� � � � � � w ` &  � l " � t " & & � � � � � � � w ` &  � " & (4)

Entropy / � ( � y & is measured, and the next view is
planned, issuing a command for a displacement � t
to the system: t � � t " n � t . Image l � is taken,
and information based on � � is integrated with pre-
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Figure 3: The acquisition of landmarks from a stereo sequence.

vious information2. The goal is to minimize / by
either planning the next view [8, 21] or by apply-
ing a learned strategy to issue the next displacement
command [16, 17]. After

�
steps we obtain

� � � � � � w ` &  � l " � t " & & � � � � � � � w ` &  � " � � � � � � $ &
(5)

At some point the termination criterion is reached (a
regular termination means that / is below a thresh-
old X , other possibilities are that there are no more
views available, or that the capture of additional im-
ages is too expensive), and the pair

� � - � w - & with the
highest probability value is displayed as a result. In
the normal case of / � X , we can say, that an
interpretation has been reached which is consistent
with all measurements � " � � � � � � $ .

Experiments with several sets of objects, most
of them toy cars, have shown a recognition per-
formance significantly better than recognition from
single images, or from random sampling of the view
sphere. The method is especially powerful in re-
solving ambiguity (e.g. objects which are identical
except some specific features which are only visi-
ble from selected views). Examples are given in the
second part of the video " .

2it can be shown [8] that � � � � � � � � � � � � � � � � � � � � �
� � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � � �

4.2 Tracking

The next two subsections deal with applications
where the viewpoint can not be controlled by the
system, but instead a video stream is provided
through user interaction in augmented reality. This
means that principles of control as presented in sec-
tions 2 and 4.1 can not be applied. However, eval-
uation of consistency measures can be used to con-
strain huge spaces and to allow real-time operation.

Tracking in virtual or augmented reality (VR /
AR) is defined as the measurement of a moving ob-
ject’s position and pose in real-time. This means
to recover six degrees of freedom (6 DoF, which
are 3 translational and 3 rotational DoF). Since the
graphical content of the user’s HMD is updated at
video rate, real-time means a tracking rate of ap-
prox. 30Hz. There are many applications, where
several objects have to be tracked simultaneously
(multi-user applications, several HMDs, additional
3D interaction devices, etc.). We distinguish be-
tween inside-out tracking – the sensors are attached
to the moving objects – and outside-in tracking – the
sensors are mounted at fixed positions in the scene
and observe the moving objects. For a survey of
tracking technology in VR / AR see [25] and [14].
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Figure 4: Outline of outside-in optical tracking system. The framework can be adapted to work with
different visual features, prediction schemes or correspondence modules.

4.2.1 Landmark Definition

For an inside-out tracking device as the helmet in
Fig. 1, the cameras view a portion of the scene,
which changes continuously subject to user’s head
motion. Head (i.e. helmet) position and pose have
to be recovered in relation to a scene coordinate sys-
tem. This is achieved by the identification and con-
tinuous tracking of visual landmarks in the scene.
We have developed a hybrid tracking system [4]
which fuses optical tracking (very accurate but slow
and not sufficiently robust) and magnetic tracking
(which is commercial state of the art in VR / AR
tracking: very fast and robust, but inaccurate).

When we want to use optical tracking, we require
to know a sufficient number of visual landmarks
in the scene (i.e. their visual appearance and their
scene coordinates). Landmark definition is a very
time-consuming process which makes it difficult to
port a tracking application to a new environment.
We thus have developed an algorithm based on con-

sistency evaluation to automatically identify visual
landmarks in an unknown environment which are
well-suited for subsequent real-time tracking. We
give an outline of the overall algorithm as depicted
in fig. 3, for a complete description see [19].

The source of the magnetic tracking system is
placed at an arbitrary location in the unknown room
and defines the room’s scene coordinate system.
The helmet is moved around by hand, trying to
cover a complete panorama of the scene with its
calibrated stereo rig. A stereo image sequence is
recorded together with tracking data obtained from
the magnetic tracking system. This data stream is
then processed off-line according to the scheme in
fig. 3. Stereo processing is based on the applica-
tion of an interest operator followed by the estab-
lishment of point correspondences. 3D stereo re-
construction is obtained in relation to the helmet co-
ordinate system and then projected into scene coor-
dinates based on the measurements from magnetic
tracking. Thus, each stereo frame contributes a set
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of 3D points in scene coordinates. The combined
information from all frames yields point clouds
in 3D. In the context of this paper, the step la-
belled ‘multi-image analysis with clustering meth-
ods - outlier elimination by similarity measures’ in
fig. 3 is based on consistency evaluation. A point
cluster is consistent, if the description of the asso-
ciated visual feature is consistent over many views.
Views contributing inconsistent descriptions have to
be discarded as outliers. Further measures can be
taken according to cluster size (i.e. number of views
contributing) and compactness of clusters (i.e. spa-
tial accuracy of landmark reconstruction in 3D).
The final result of the algorithm is a sparse recon-
struction of a previously unknown environment in
terms of a set of 3D location and description of visu-
ally salient landmarks(i.e. well detectable and visi-
ble from many different viewpoints). These land-
marks can then be used for real-time inside-out vi-
sual tracking in VR / AR applications as described
in [4].

4.2.2 Real Time Tracking

Currently there is no inside-out tracking system
which is based on vision alone. Fast motions, es-
pecially rotations of the head, lead to rapid changes
of visual content, so that hybrid approaches (vision
+ magnetic tracking, or vision + inertial tracking)
are required.

In outside-in tracking of human motions, the
problems are less severe, so that standalone vision-
based tracking can be considered. This section
presents a system for accurate and fast vision-based
outside-in tracking. The system is based on a cali-
brated stereo rig with a wide basis of approx. 1.6m
and infrared illumination (fig. 5). The cameras are
equipped with infrared pass filters and designed to
track spherical retroreflective targets which can be
attached to AR / VR devices. Figure 6 shows a see-
through HMD, a pen (for 3D pointing and picking)
and a ‘pad’. The combination of pen and pad has
been called ‘Personal Interaction Panel - PIP’ and
is described in [26]. Work on this tracking system
is still ongoing and several aspects of the system are
described in [23] and in [9, 11].

Figure 4 gives an outline of the overall tracking
system. Major processing steps are individual 2D
blob tracking in both camera images, stereo match-
ing based on epipolar geometry, and 3D correspon-
dence analysis. Furthermore, there are 2D predic-

Figure 5: Calibrated stereo rig with infrared illumi-
nation for outside-in tracking of retroreflective tar-
gets.

Figure 6: VR / AR interaction devices marked with
retroreflective targets: optical see-through HMD,
pen and pad.

tion modules handling individual 2D blob motion,
and a 3D prediction module for motion analysis of
devices in 3D. Without going into any detail of the
tracking system itself, we can discuss aspects of
consistency evaluation:

Z Complexity: Trying to track many devices
with several targets attached to each device
pushes us towards the limits of real-time re-
sponse. We observe a 3D volume with 10-30
targets represented by 3D points. Exhaustive
search of all combinations of points in order
to match with the 3D models of the devices is
prohibitive.

Z Occlusion: Occlusion poses a major problem
to any optical tracking system. There are cases
of self-occlusion, when two markers of a de-
vice are along one line of sight of one of the
cameras (one-to-many ambiguity in the map-
ping of targets), and more severe cases of mu-
tual occlusion of devices during interaction. In
the latter case, the remedy is to design devices
with a redundant number of targets.

Z Ambiguity in 3D: During interaction with sev-
eral devices, spatial configurations can occur,
where a 3D model might match with several
different configurations of markers.
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Z Continuity in space and time: Once a plausible
interpretation of the current situation has been
established, the system should try to stick to
this interpretation. Very fast motions of spuri-
ous points or flipping of individual targets has
to be suppressed. Short temporal oclusions
should be tolerated and require simple linear
prediction.

All these aspects are subject of current research in
our group. The version of the tracker at the time of
writing is capable to reliably handle either one user
with HMD and one additional interaction device or
up to 3 users with HMDs at 30Hz. The simultane-
ous use of pad and pen as shown in fig. 6 still poses
problems in cases of severe occlusions.

5 Conclusions

At a very abstract level, I have tried to motivate in-
formation theoretic considerations in the design of
computer vision algorithms. Especially active and
real-time vision systems can be improved signifi-
cantly, if the gain in information from a particular
source / image / measurement is taken into account.
In this context, consistent visual information pro-
cessing as a method by itself has been introduced
and discussed to some depth. There are general
measures of information content, mutual informa-
tion, and consistency, but their application to a spe-
cific domain in vision strongly depends on the cho-
sen representation.

On the other hand, several specific examples
from active object recognition, landmark definition
and real-time tracking have shown the feasibility
and utility of these abstract concepts. I strongly be-
lieve that this area of research will gain importance
in computer vision research in the near future.
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