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1. Introduction and Background. 
 
Super computing initially consisted of large machines in a single room. These machines 
would typically have a number of central processing units and a high-speed shared 
memory interconnect. Such machines included the Origin 2000 from Silicon Graphics or 
the Enterprise 10000 from Sun Microsystems. Over time a number of configurations for 
such infrastructure have been devised. All high performance computers however are 
expensive and extremely difficult to gain access too (Bell, Gray, 2002). Australia has a 
number of high performance computing centres such as  APAC, AC3 and VPAC. There 
is also a number of high performance computing resources in Australian Universities. 
 
High Performance Computing has evolved from expensive Super Computers to clusters 
of commodity computers and more recently distributed infrastructures called Grids. With 
each evolutionary step, performance has increased but the use of such resources has 
become difficult due to fragile interconnects, techniques and protocols (Reed, 2002).  
 
Cluster computing in recent times has proven to be extremely popular due to the ‘cheap’ 
nature of commodity hardware with many organizations owning clusters and using them 
in diverse scientific applications. The power of a Beowulf cluster is derived from its 
software and interfaces. Schedulers, libraries and communications techniques such as 
PVM (Parallel Virtual Machine) or MPI (Message Passing Interface) form the basis of 
such infrastructures success (Becker, Merkey, Ridge, Sterling, 1997). The infrastructure 
on its own has no value. This therefore suggests that programming models and techniques 
significant to. However current cluster models are difficult and cumbersome to use. There 
are difficulties managing and deploying these infrastructures, which are increasing as 
time progresses. 
 
Over time however the focus has changed from autonomous clusters to grids of 
resources. There have been a number of definitions for the word 'grid'. The simplest is a 
collection of computational, storage and/or information resources, which are 
geographically sparse but connected to one another, using a high-speed interconnect. 
Grid computing has evolved in parallel with network computing (distributed systems). 
Currently next generation networks such as Grangnet and Qwest are emerging to connect 
high performance centers across entire countries. An example of this is the Tera Grid 
initiative in the United States funded by the National Science Foundation. Tera Grid 
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consists of three sites, SDSC (Sandiego Super Computing Centre), NCSA and Caltech 
pooling together computation storage and information resources over a 40gb/sec network. 
(Grayson, 2003). A number of other initiatives have emerged including the linkage of 
instrumentation into such grids. 
 
The grid in principal is similar to a cluster, the difference however being the geographic 
locality and numbers of nodes. There are a number of variations on the word grid, which 
refer to its usage. Such variations include computation, data and access. Foster however 
defines the fundamental components of any grid to be the underlying fabric, 
infrastructure, middle and applications. This is almost identical to the components used in 
Beowulf and conventional super computing.  The term grid is analogous to the features of 
the power grid. The grid should be simple, pervasive and dependable (Baker, DeRouke, 
Jennings, 200)  . From this we can infer grid computing is also similar to ‘meta’ 
computing. The underlying idea is to provide access to resources in a simple, robust and 
flexible fashion, in effect hiding the user from the complexities of the resources.  
 
There has not only been a great change in high performance computing in terms of scale 
and locality but the applications of such environments have matured. Traditionally high 
performance computing would support modeling and simulations. The idea was to utilise 
as much processing time as possible. With the advent of clusters and grids of resources 
there has been a move to data intensive, collaborative computing and on demand 
computing. Modeling and simulations are the application of processing time to solve 
large problems where as data intensive and collaborative computing are associated with 
the sharing of resources such as telescopes, microscopes or data. For example grids of 
computers provide scientists across the world with access to the data being produced by 
the electron microscope at the National Centre for Electron Microscopy (NCEM).  
 
As a result of the application space changing, so too has the user community. 
Multinational corporations such as AMD (American Micro Devices), Ford Motors and 
Motorola are turning to such infrastructures to solve complex problems, which would 
otherwise require large infrastructures. There is one problem, for grid computing to 
become successful consumers demand there is a need to ensure it is reliable, consistent, 
pervasive and most importantly easy to use (Foster, Kesselman, 2002). Organisations in 
the United States are already harnessing the power of consumer nodes connected to one 
another via the Internet to solve large problems. This further demonstrates the changing 
user community. At present the underlying protocols and techniques are fragile, complex 
and unreliable. Current works are focused on bringing these traits into infrastructures and 
programming environments. Users of such environments wish to be hidden from these 
complexities. In the past it could be assumed users had expertise in such applications, 
however due to the pervasiveness of technology – this may not longer be the case. 
 
Every time such computing evolves (from super computer to Beowulf or Beowulf to 
Grid) a number of issues in the following areas arise; 
 

a) Programming models and tools. 
b) Resource management. 
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c) Security of nodes. 
d) Quality of services and infrastructure.  

 
The extent and complexity of these issues will differ on the kind of high performance 
computing. For example conventional programming models for high performance 
computing environment do not scale well to Beowulf clusters. This in turn has resulted in 
new models being devised. In addition to this message passing models, which are 
commonly used in clusters, do not scale well to grids due to the large network 
dependencies. In addition to this - the dynamic nature of grid resources results in 
previously standard programming models not working.  
 
The locality and scale of nodes, applications and user bases has grave ramifications on 
the use of such computing environments. As a consequence they are provoking extensive 
research into high performance computing environments. That is the basis for the work to 
be undertaken in this thesis. 
 
This research is concerned with the formulation of simple programming environments, 
which are transparent and flexible and scale from Beowulf clusters to Grids. The work is 
largely based on the ideas presented by Hoare (Hoare, 1978) and Harrsion (Harrison, 
2002) in relation to communicating sequential processes but also depends on the 
fundamental ideas of modular programming often found in the Unix community 
(Raymon, 2003).  
 
In doing so the research needs to consider process and resource management in a 
heterogeneous, dynamic and volatile computing environments. In addition to this, this 
work focuses on how we can achieve ‘simple’ parallel programming without 
compromising scalability, performance and robustness. That said the research is also 
mindful of how new programming models would compare with pre-existing ones, either 
proving or disproving performance comes at the price of usability in such environments. 
 
 
2. Research Objective. 
 
2.1 Objective One. 
 
One of the major objectives of this research is to design, implement and test a 
programming language that lends itself to Beowulf and Grid computing. Called Pshell, 
the actual language should be simple, powerful and portable. The language is the result of 
the changing high performance-computing environment. In many regards the 
programming language is considered the glue between functions, executables and data for 
parallel systems. It provides the appropriate communications infrastructure and file 
system methods so that its processing elements can interact even though they may be 
distributed over a number of disparate nodes, possibly across the world. The language is 
unique in the sense that it requires ‘zero’ effort. Users do not have to endure the compile, 
rebuild cycle, rather they simply combine programs using a shell like syntax, which has 
implied parallelism and distributed data storage. The projects primary objective is to 
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make the process of parallel programming completely transparent and easy to the user. 
This is currently a limitation of the high performance-computing environment. 
 
A number of secondary objectives can be derived from this single initiative; 
 

a) To explore how the semantics of the Unix Shell relate to parallel 
programming. 
 
The Unix shell is an interpreted programming language, which is built on the 
Unix principal of combining well-defined components to form one larger 
application. Raymond states that there is an art to writing Unix programs, 
which largely depends of decomposing a problem into a number of smaller 
components which can be amalgamated using inline communication 
primitives (Raymond, 2003). This view is further supported by the idea of 
Harrison and Hoare. The fundamental component in this process being the 
process. 
 
A number of solutions have emerged allowing processes to be migrated 
between disparate hosts, which seeming achieve a level of parrelism.. 
Solutions like Open Mosix (Barak, La’Adan 1998) and Condor (Douglas, 
Milojicic, Paindaveinem Wheeler, Zhou 2000) provide varying levels of 
transparency and portability. Pshell is a proposed language, which will have 
similar semantics and syntax to shell. This means its process and variable 
models will be similar. The difference is, instead of working on one single 
node, the language will help programmers write simple code or combine 
executables, which can be distributed. This is a significant step forward from 
the models previously discussed.  This is extremely important in parallel 
programming because such programming is about identification of patterns, 
which translate to modules. These modules can be distributed, perhaps 
running and communicating concurrently.  

 
Pipes and redirection, which are core to the language perform 
communications between elements of the code on remote machines. As 
Raymond suggests – mechanisms should be employed which allow easy 
communications. They are commonly used structures in a number of parallel 
languages, but it is uncommon for them to be part of the core language. 

 
b) To identify and test methods which enable the sharing of data between 

disparate nodes in a consistent and reliable fashion without compromising 
efficiency. 
 
There are a number of methods for sharing data between nodes on a computer 
network, which are performing a set task. The biggest problems with sharing 
data however are consistency and integrity. As a consequence there are a 
number of models, which provide distributed name spaces utilising Message 
Passing or Shared Memory regimes like Distributed Shared Memory (DSM)  
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The major messging models include message passing implemented by 
libraries such as PVM (Parallel Virtual Machine (Sunderam 1990) or MPI 
(Message Passing Interface) (The MPI Forum, 1993). Message passing 
techniques allow the creation of remote processes in clusters and provide 
infrastructure to facilitate communications between them. Sunderam initially 
proposed PVM in the late 1980's and it remains the most accepted and widely 
used of the available tools (Sunderam 1990). Other programming models 
include distributed shared memory (DSM) regimes, which allow the 
transparent sharing of memory regions between nodes in a cluster. A number 
of packages including Ivy (Li, Huddak, 1989), Mirage (Fleish, Popek 1989), 
Quarks (Swanson, Stoller 1998) and Agora (Bisiani, Forin 1998) have 
implemented varying distributed shared memory algorithms. One of the 
largest problems inherent in any of these messaging models is the latency 
associated with the network interconnects in cluster environments and the 
additional overheads in the protocols involved with process delegation and 
the sharing of data.  
 
The design of Pshell demands techniques to share data in a reliable fashion 
between disparate nodes. This project aims to integrate a number of 
techniques previously discussed without complicating the process of writing 
software. 

 
c) To identify techniques, which enable the persistent storage of data, produced 

by such a programming language. 
 

Techniques and protocols need to be explored to enable the Pshell 
programming environment to store and access data on a distributed network 
in a consistent fashion, which is transparent to user space applications.  
 
The project is a user space application hence changes to system call interfaces 
such as read(2c) and write(2c) are unacceptable because they would 
violate the next secondary objective of the research. 

 
d) To provide a portable programming environment for Grid/ Meta computing.  

 
The next evolutionary step in High Performance computing is the integration 
of pervasive mobile devices into computational environments such as a grid 
or clusters. Mobile phones and PDA’s are quickly approaching the processing 
capabilities of older generation personal computers and are destined to be on 
par shortly (Phan, Huang, Dulan, 2002). The number of these devices makes 
them a viable proposition for participating in large problems environments. 
However a number of problems exist with their reliability, flexibility and 
potential integration into networks and programming environments. There are 
at present few tangible implementations of such a technology being used in 
such a fashion largely because the dynamic and distributed nature of these 



SAFFIOTI - PhD Thesis Proposal   6 

devices presents a complex management problem. Most research performed 
in this arena has been abstract merely discussing architectural aspects 
(Kurkovsky, Bhagyvati, Ray, 2004).  

 
2.2 Objective Two. 
 
The implementation of a language for parallel programming alone does not however 
constitute research. Therefore the project aims to examine how such a new programming 
model compares with other accepted models including Message Passing (utilising 
Parallel Virtual Machine – PVM and/or Message Passing Interface MPI) and Distributed 
Shared Memory (DSM) regimes.  The project aims to provide a quantitative analysis by 
comparing and examining performance and code complexity of typical parallel problems 
using the different models. Attributes, which will be examined, include, job completion 
time/rates, network/ protocol latencies and overall throughput.  
 
The problems being modelled would fall into the following high performance computing 
problem applications as defined by Foster; 
 

a) Distributed super computing. 
b) High demand computing.  
c) On demand computing. 
d) Data Intensive computing. 

 
It is anticipated that most problems being modelled using the different methods would be  
Simulations or models which  may/ may not be parametric in nature and may involve a 
degree of communications between different processing elements e.g. boundry 
communication. For example the performance of Pshell would be compared to Nimrod/G 
and/or PBS, which are parametric tools along with other tools such as MPI and PVM. 
 
The expected outcome of the project is not only a programming language to assist in the 
development of parallel programs but also a metric, which compares and contrasts a 
number of models identifying patterns with reference to efficiency and utilisation. The 
analysis would prove whether or not simplified programming models compromise 
performance, robustness and reliability. 
 
3. Justification. 
 
The justification for such research rests entirely on the usability and underlying principals 
of modern computing. These principals relate to development practices, the ease of use of 
services and portability. 
 
By definition a grid is “a hardware and computing infrastructure that provides 
dependable, consistent, pervasive and inexpensive access to high end computational 
capabilities” (Foster, Kesselman, 2003). This means a grid is meant to be a simple 
resource to use. Unfortunately grid technologies are not at this point. Programming 
models, quality of service and other complexities result in the grids being rather complex 
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environments to use says Foster. Considerable research needs to be done in a number of 
areas to address these problems. One area identified by Foster is programming models. 
 
Secondly Meta/Grid computing is an abstraction of computing where the complexities of 
systems are hidden from the user base. If this is so, then grid-computing environments 
need to hide the complexities from the user. The same argument can be extended to 
Beowulf clusters with the works of Otero and Ferri. (Ferri, Otero, 2002), (Ferri, 2002). 
 
Current programming models for cluster environments include message passing, shared 
memory and process migration techniques. Most modern grid technologies are built on 
the pre-existing cluster technologies. Pshell specifically aims to overcome many of the 
limitations of current programming models for clusters. Such limitations are; 
 

a) Complexities in the software development process; in other words, the linking of 
shared objects as required by libraries such as PVM, MPI and Quarks. This takes 
away precious time from the programmer, which can be better spent writing code. 

b) The complexities in expressing communications and interactions within 
programs. For example in environments such as PVM and MPI a programmer 
needs to clearly articulate the data flows between different threads of execution. 
In distributed shared memory environments the programs need to express how 
data integrity is maintained. These environments typically provide a number of 
low-level primitives to control the flow of data. 

c) The homogenous nature of such programming models conflicts with the ideas 
central to the Beowulf cluster concept. Programming models such as PVM, MPI 
and DSM all function best in clusters of homogenous nodes. Their performance 
and usefulness varies in heterogenous environments but, typically, degrades to 
some degree. This is an unacceptable feature for clusters and future grid 
computing environments as they tend to be made of computational elements of 
different architectures and capabilities.  
Many distributed shared memory regimes simply do not work in heterogenous 
computing environments due to differing page sizes or kernel implementations 
(Carter, Khandekar, Kamb 1995). To further illustrate this point, a number of the 
process migration technologies in current widespread use do not scale well to 
heterogenous clusters. This is due to the underlying requirements in operating 
system kernels. Open Mosix is an excellent example of a process migration 
technology, which requires a 'patch' to the Linux kernel. 

d) The lack of scalability and reliability in such models is an issue which needs to be 
resolved.   
For example the programming model offered by Open Mosix tends not to scale 
with large clusters. Protocols used by this technology have high communications 
overheads adversely effecting scalability, whist the pre-emptive process model 
(used for load balancing) affects portability (Hendriks 2002). If a process in Open 
Mosix terminates abnormally there is no mechanism for it to be restarted – this is 
a serious reliability issue. These issues are particularly important as cluster 
computing begins to evolve into grid computing. 



SAFFIOTI - PhD Thesis Proposal   8 

e) Environments such as PVM, MPI and many of the shared memory systems are 
unaware of the computing environment in which they function. It could be argued 
that such environments are generally not adaptable to their environment. They are 
typically unaware of latencies in network connections and the utilisation of 
resources. This does not allow the best usage of resources in a cluster 
environment. In such programming models, processes can be allocated to 
resources which are busy or have experienced degraded performance. There have 
been several attempts to optimise PVM's performance by making it aware of the 
surrounding environment (Hendriske, Iskra, Overreinder, Sloot, Van Albada, Van 
Dan Lindern 2000). 

f) There are many legacy applications for which source code no longer exists. Often 
it is important for such legacy applications to be integrated into parallel 
programming environments. Few programming models currently support the 
integration of legacy applications in any way. 

 
Pshell attempts to address these issues with usability, development processes and 
portability. Pshell aims to provide an infrastructure, which permits easy and scalable 
computing for all users in a number of application spaces. Many believe that High 
Performance computing is the tool for new science. This alone serves as an excellent 
justification for this kind of research. 
 
4. Research Design and Methodology. 
 
The research being proposed falls into scientific research. The research is concerned with 
the formulation of a programming model, which is believed to improve the process of 
developing software for high performance computing environments without 
compromising performance.  
 
The scientific process is not related to the development of the model rather the comparing 
of the model with other programming models using typical problems as the basis. Current 
implementations of this work have tested performance through a number of small ‘toy’ 
problems including matrix multiplication and rendering of mandelbrot sets. 
 
The analysis will focus on cost/complexity of the code from both efficiency and code 
generation purposes. The underlying hypothesis is that Pshell would produce near 
optimal code ‘simply’ without compromising performance. 
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5. Research Schedule. 
 
It is viewed that such a project will take several years to complete. At this present time 
we have a ‘proof of concept’ model with ‘real’ results. Our current results suggests that 
Pshell provides core functionality which matches that of PVM/MPI and in some instances 
excels it (SAFFIOTI, 2004). The opportunity to complete this model and extend its 
applications to other platforms and devices is desired. 
 
The following activities are planned and need to be performed in order to bring the 
project to completion. 
 

a) Continue to analyse the literature on the following topics/ 
 

• High Performance Programming models. 
• Grid Computing and Meta Computing. 
• Memory management regimes including distributed shared memory. 
• Fault tolerance and performance tuning of distributed computing. 

 
The process of analysing literature will continue indefinitely. It is crucial to the 
formulation of the ideas in the thesis as this is a rapidly growing area. 

 
b) Implement the Pshell programming language. 

 
The language is the core of the thesis, it is anticipated that the implementation of 
the language will continue till late 2005. The following modules were identified 
and are at varying stages of completion.; 
 

• Pshell distributed namespace. 
• Pshell file system module. 
• Java Phsell interpreter. 
• Daemons for the measurement of performance, authentication and host  
management. 

 
The first implementation of Pshell is only functional on the school Beowulf 
cluster. Future work focuses on enabling functionality across platform boundaries 
and across devices.  

 
c) Compare and Contrast Pshell with other programming methods such as PVM, 

MPI and/or PBS (Portable Batch System using a number of parallel problems. 
 
This section of the project is concerned with taking the functional version of 
Pshell and using it to solve a number of problems. In doing so the cost complexity 
of the code will be analysed with code complexity. This can only occur after the 
Pshell programming model is developed. In the meantime other programming 
models such as PVM, MPI, DSM and PBS will be used to solve similar problems. 
It is expected this will be an ongoing task till the middle of 2005. Results between 
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the different models will be compared and contrasted. At present we have a 
number of results which are extremely positive. 

 
5. Limitations. 
 
This research has been ongoing for the last year and a half. To date no limitations have 
been identified. An extensive survey of the literature and other work being performed 
indicates that this project is original. The project is not dependant upon external parties so 
this eliminates some complexity. 
 
In terms of infrastructure the project has sufficient resources to be completed. The only 
perceived problem would be time. It could be that the project is too large for the student’s 
current candidature and as a consequence may need to be scaled back. 
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