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Abstract

Support vector machine (SVM) is a new learning method developed in recent years based on the foundations of

statistical learning theory. By taking a transductive approach instead of an inductive one in support vector classifiers,

the working set can be used as an additional source of information about margins. Compared with traditional inductive

support vector machines, transductive support vector machine is often more powerful and can give better performance.

In transduction, one estimates the classification function at points within the working set using information from both

the training and the working set data. This will help to improve the generalization performance of SVMs, especially

when training data is inadequate. Intuitively, we would expect transductive learning to yield improvements when the

training sets are small or when there is a significant deviation between the training and working set subsamples of the

total population. In this paper, a progressive transductive support vector machine is addressed to extend Joachims�
transductive SVM to handle different class distributions. It solves the problem of having to estimate the ratio of

positive/negative examples from the working set. The experimental results show the algorithm is very promising.

� 2003 Elsevier Science B.V. All rights reserved.
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1. Introduction

The foundations of support vector machines

(SVMs) have been developed by Vapnik (1995)

and are gaining popularity due to many attractive

features and promising empirical performance

(Stitson et al., 1996; Cortes and Vapnik, 1995).

Support vector machines perform structural risk

minimization (SRM), which has been shown to be
superior to traditional empirical risk minimization

(ERM), employed by conventional neural net-

works. SRM minimizes an upper bound on the
generalization error, which depends on the VC

dimension. This is contrary to ERM, which mini-

mizes the error on the training data. This dif-

ference equips SVM with a greater ability to

generalize, which is one of the major goals in sta-

tistical learning. SVMs were developed to solve the

classification problem, but recently they have been

extended to the domain of function regression and
density estimation problems.

Most current work on SVM tries to optimize

the classification performance over all possible

future test data. This is called inductive inference.

Note that in most cases, it is neither possible nor

necessary to classify all the possible future points.
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On the contrary, only a particular set of the testing

or working data is of real interest. This idea leads

to the concept of transductive inference (Vapnik,

1998). By explicitly including the working set data

in problem formulation, a better generalization

can be expected on problems with insufficient la-
beled points (Gammerman et al., 1998). Trans-

ductive support vector machine is a well-known

algorithm that realizes transductive learning in the

field of support vector classification (Joachims,

1999a).

This paper tries to find a more practical trans-

ductive inference solution for support vector clas-

sification applications. A progressive transductive
support vector machine (PTSVM) model is de-

signed to implement effective transductive infer-

ence in support vector learning. In the PTSVM

learning algorithm, the unlabeled working set data

are labeled and modified iteratively with the rule of

pairwise labeling and dynamical adjusting, till a

final solution is progressively reached. The idea of

progressive labeling makes PTSVM achieve better
testing result and generalization performance than

the original TSVM approach.

The remainder of the paper is organized as

follows. Section 2 offers a brief introduction to the

theory and implementation of support vector

classification. Section 3 addresses the concept and

importance of transductive inference, together

with the review of a conventional transductive
support vector machine provided by Joachims. In

Section 4, a learning model called PTSVM is de-

tailed out, which can effectively overcome the

shortcoming of TSVM. Section 5 analyzes the

performance of PTSVM with the experimental

results in detail, and indicates some further possi-

ble improvement. Finally, in Section 6, we sum-

marize and conclude the paper.

2. Support vector machine for classification

Consider the problem of separating the set of

training set vectors belonging to two separate

classes in some feature space. Given one set of

training example vectors,

ðx1; y1Þ; . . . ; ðxl; ylÞ; xi 2 Rn; yi 2 f�1;þ1g ð1Þ

where the vectors xi can be constructed by ex-

tracting some features from the target samples or

by mapping the original vectors to their associated

feature space with some kernel function. We try to

separate the vectors with a hyperplane

ðw � xÞ þ b ¼ 0 ð2Þ
so that

ðw � xiÞ þ bP 1 yi ¼ 1

ðw � xiÞ þ b6 � 1 yi ¼ �1

(

() yi½ðw � xiÞ þ bP 1 ði ¼ 1; 2; . . . ; lÞ ð3Þ

The hyperplane with the largest margin is known

as the optimal separating hyperplane. It separates

all vectors without error and the distance between
the closest vectors to the hyperplane is maximal.

The distance is given by

pðw; bÞ ¼ min
fxi jyi¼1g

w � xi þ b
kwk

� max
fxi jyi¼�1g

w � xi þ b
kwk ¼ 2

kwk ð4Þ

Hence the hyperplane that separates the data op-

timally is the one that minimizes

UðwÞ ¼ 1
2
kwk2 ð5Þ

subject to the constraints of (3).

To solve above problem, introduce lagrange

multipliers ai, i ¼ 1; 2; . . . ; l, and define

wðaÞ ¼
Xl
i¼1

aiyixi ð6Þ

With Wolfe theory the problem can be transfor-

med to its dual problem

maxW ðaÞ ¼
X
i

ai �
1

2
wðaÞ � wðaÞ; s:t: ai P 0;

X
i

aiyi ¼ 0 ð7Þ

With the optimal separating hyperplane ðw0 � xÞþ
b0 ¼ 0 found, the decision function can be written

as

f ðxÞ ¼ w0 � xþ b0 ð8Þ
Then the test data can be labeled with

labelðxÞ ¼ sgnðf ðxÞÞ ¼ sgnðw0 � xþ b0Þ ð9Þ
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Training vectors that satisfy yi½ðw0 � xiÞ þ b0 ¼ 1

are termed support vectors, which are always

corresponding to nonzero ais. The region between

the hyperplanes through the support vectors on

each side is called the margin band.
In the case of linearly non-separable training

data, by introducing slack variables ni, the primal

problem can be rewritten as

min
1

2
kwk2

 
þ C

X
i

ni

!
;

s:t: yiðw � xi þ bÞP 1� ni; ni P 0 ð10Þ

Similarly, we can get the corresponding dual

problem

maxW ðaÞ ¼
X
i

ai �
1

2
wðaÞ � wðaÞ;

s:t: 06 ai 6C;
X
i

aiyi ¼ 0 ð11Þ

All the training vectors corresponding to nonzero

ais are called support vectors.
Problems described as in Eqs. (7) and (11) are

typical quadratic optimization questions, and have

been approached using a variety of computational

techniques. Recent advances in optimization

methods have made support vector learning in

large-scale training data possible (Boser et al.,

1992; Osuna et al., 1997; Joachims, 1999a,b; Platt,

1998).

3. Transductive support vector machine

3.1. Transductive inference for pattern recognition

The concept of transductive inference in pattern

recognition comes mainly from the following facts

(Nigam et al., 1998).
In many machine learning applications, obtain-

ing classification labels is expensive, while large

quantities of unlabeled examples are readily avail-

able. Because the quantity of the labeled examples

is relatively small, they cannot describe the global

data distribution well. This possibly leads to a

classifier with poor generalization performance.

Considering the fact that unlabeled examples are
significantly easier to obtain than labeled ones, we

would like our learning algorithm to take as much

advantage of unlabeled examples as possible

(Blum and Mitchell, 1998).

By including the unlabeled data in training,

semi-supervised learning can be used to perform

transductive learning, where the labeled training
data and unlabeled working data are given, then

the decision function is constructed based on all the

available data. The learning task is to predict the

labels of only those specific working data points,

not all possible future points. This simpler task can

result in theoretically better bounds on the gener-

alization error, thus reducing the amount of re-

quired labeled data for good generalization
(Bennet and Demiriz, 1998).

It is beneficial to incorporate part or all of the

particular examples of interest in the designing and

training processes of the classifier. In transductive

learning, the learning process often uses a small

number of labeled examples and a large number of

unlabeled examples. A large number of unlabeled

examples often provide enough information about
the distribution of the whole sample space. This

remedies the disadvantage of the small number of

the labeled examples and often leads to better

performance (Branson, 2001).

3.2. Transductive support vector machine

Currently, the most important work of trans-
ductive inference in the field of support vector

learning is Joachims�s transductive support vector

machine (TSVM), which will be briefly discussed in

the remainder of this section. Detailed descriptions

and proofs can be found in (Joachims, 1999a).

Given a set of independent, identically distri-

buted labeled examples

ðx1; y1Þ; . . . ; ðxn; ynÞ; xi 2 Rm; yi 2 f�1;þ1g
ð12Þ

and another set of unlabeled examples from the

same distribution,

x�1; x
�
2; x

�
3; . . . ; x

�
k ð13Þ

in a general linearly non-separable data case, the

learning process of transductive SVM can be for-

mulated as the following optimization problem:
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minimize over ðy�1 ; . . . ; y�k ;w;b;n1; . . . ;nn;n
�
1; . . . ;n

�
kÞ

1
2
kwk2 þC

Pn
i¼1

ni þC�Pk
j¼1

n�
j

subject to : 8n
i¼1 : yit½w � xi þ bP1� ni

8k
j¼1 : y

�
j ½w � x�j þ bP1� n�

j

8n
i¼1 : ni P0

8k
j¼1 : n

�
j P0

ð14Þ
where C and C� are user-specified parameters. C� is

called the ‘‘effect factor’’ of the unlabeled examples

and C�n�
i is called the ‘‘effect term’’ of the ith un-

labeled example in the objective function of (14).

Training the TSVM amounts to solving process

of the above optimization problem. TSVM train-

ing algorithm can be roughly outlined as the fol-

lowing steps:

Step 1: Specify the parameter C and C�, execute

an initial learning with inductive learning

using all labeled examples, and produce an

initial classifier. Specify a number N as the

estimated number of the positive-labeled

examples in the unlabeled examples.

Step 2: Compute the decision function values of
all the unlabeled examples with the initial

classifier. Label N examples with the larg-

est decision function values as positive,

and the others as negative. Set a tempo-

rary effect factor C�
tmp.

Step 3: Retrain the support vector machine over

all the examples. For the newly yielded

classifier, switch labels of one pair of dif-
ferent-labeled unlabeled examples using a

certain rule to make the value of the objec-

tive function in (14) decrease as much as

possible. This step is repeated until no pair

of examples satisfying the switching con-

dition is found.

Step 4: Increase the value of C�
tmp slightly and re-

turn to Step 3. When C�
tmp PC�, the algo-

rithm is finished and the result is output.

The label switching operation in Step 3 guar-

antees that the objective function will decrease after

switching. The successive increase of the temporary

effect factor in Step 4 tries to pursue a reasonable

error control by adding the effect of the unlabeled

examples on the objective function little by little.

The algorithm can finish after finite iterations be-

cause C� specified in Step 1 is a finite number.

4. Progressive transductive support vector learning

4.1. One drawback of TSVM

TSVM can achieve better performance than

inductive learning because it successfully takes into

account the distribution information implicitly

embodied in the large quantity of the unlabeled

examples. However, TSVM algorithm has one

drawback. The parameter N has to be specified at

the beginning of the learning. Nonetheless, in

general cases it is often difficult to estimate the
value of N correctly. In TSVM, the fraction of the

positive examples in the labeled ones is used to

estimate N . This method may lead to a fairly large

estimating error, especially when the number of

the labeled examples is small. When the estimated

N has a big deviation from the actual number of

the positive examples, the performance of the

learner may decrease significantly.
A simple example may help to understand the

above statements. When the positive examples and

the negative examples in the labeled data are ap-

proximately equal. TSVM will presume that there

are about half positive examples in the unlabeled

data, and set the value of N according to this as-

sumption. However, it often occurs that the actual

distribution of the positive and negative examples
in the unlabeled data is completely unbalanced. It

may happen that there are much more examples in

one class than the other. Although this imbalance

is embodied in the large quantity of the unlabeled

examples, it is unknown to the learner. TSVM may

estimate N incorrectly and yield a classifier that

cannot describe the actual distribution of the data.

This drawback limits the usage and the extension
of TSVM in practice.

4.2. Progressive transductive support vector learning

A new transductive learning method is designed

in this section to solve the above problem. In this
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scheme, the number of the positive unlabeled ex-

amples is not specified a priori, and the unlabeled

examples will not be labeled altogether at the same

time. Instead, all the unlabeled examples are la-

beled gradually in the process of the learning and

an approximate solution to Eq. (14) is progres-
sively reached. We call this algorithm PTSVM.

The basic idea of PTSVM is as follows. At the

beginning of the algorithm, no estimation about

the number of the positive unlabeled examples

is made. In each iteration, one or two unlabeled

examples that can be labeled with the strongest

confidence are chosen and labeled. Roughly

speaking, the newly labeled examples will affect the
learning process of the next iteration, and cause a

small shift of the separating hyperplane. This

shifting of the separating hyperplane may indicate

that some earlier labeling is not proper. When this

happens, all improper labeling are canceled and

the corresponding examples are restored as unla-

beled. If this progressive labeling and dynamical

adjusting is carefully arranged, we expect that the
separating hyperplane will approach the final op-

timal one little by little in the training process, and

the final classifier will describe the data distribu-

tion better than TSVM.

In this algorithm, every labeling should be as

accurate as possible to guarantee the correct pro-

gress of the training, i.e. we hope that the early la-

beled exampleswill have enough ability to adjust the
current separating hyperplane to the correct orien-

tation. For this reason, we stop using the method of

successively increasing the effect factor of the unla-

beled examples, but instead give C� a moderate

value in the beginning of the learning. A moderate

effect factor means a greater influence ability of the

later learning process. At the same time it keeps the

risk of misclassification under certain control.
A simple and natural scheme of progressive

labeling is as follows. In every iteration of the

learning, do inductive learning with all current

labeled examples and figure out a separating hy-

perplane, compute the decision function values of

all unlabeled examples, and label the one in the

margin band having the maximal absolute decision

function value with the sign of its decision func-
tion. i.e. choose the example of the unlabeled ex-

amples with the index i that satisfies

i ¼ arg max
j:jf ðx�j Þj<1

jf ðx�j Þj ð15Þ

and label the corresponding example with

labelðx�i Þ ¼ sgnðw � x�i þ bÞ ð16Þ
This method has a potential drawback. In some

data distributions, after the first unlabeled exam-

ple is labeled, the new separating hyperplane is

likely to move towards the other side of the newly

labeled example because of its influence. This may

cause the result that the next labeled example has

the same label as the previous one. This pheno-
menon may accumulate and the separating plane

keeps moving in the same direction, which prob-

ably results in some unlabeled examples being

misclassified by the final classifier.

To overcome this shortcoming, a new labeling

method is used in PTSVM. For each iteration, one

positive example and one negative example are

labeled simultaneously according to Eqs. (17) and
(18):

i1 ¼ arg max
j:0<jf ðx�j Þj<1

jf ðx�j Þj ð17Þ

i2 ¼ arg max
j:�1<jf ðx�j Þj<0

jf ðx�j Þj ð18Þ

That is, two unlabeled examples satisfying (17) and
(18) are picked whenever possible. If there are no

examples satisfying one of these equations, only

one example is picked and labeled. The process

continues until all the unlabeled examples are

outside the margin band of the separating hyper-

plane after several iterations. At this point, the

algorithm labels all remaining unlabeled examples

with the current separating hyperplane, and the
learning finishes. This pairwise labeling not only

effectively avoids the disadvantage mentioned

above, but also speeds up the convergence of the

algorithm.

The goal of pairwise labeling is to do a rea-

sonable guess based on the current learning result.

This can be illustrated with Fig. 1. The three ‘‘þ’’

points in the figure are positive and the three ‘‘�’’
points are negative. The other points are all un-

labeled examples. Of all unlabeled examples in the

margin band, the left ‘‘�’’ example is most likely
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to be positive and the right ‘‘�’’ example is most

likely to be negative.

In the progress of pairwise labeling, it is possi-

ble to find out that some examples labeled earlier

drop on the opposite side of the current hyper-

plane. This inconsistency denotes a possible mis-

labeling in the earlier learning period. In such a
case, the inconsistent examples are reset as unla-

beled and the training goes on. We expect that

these examples may be labeled in some future iter-

ation with more confidence. We call this method

dynamical adjusting. Dynamical adjusting makes

PTSVM easier to recover from some early classi-

fication errors.

Now we can write the major steps of PTSVM as
follows:

Step 1: Specify the parameter C and C�. Execute

an initial learning with inductive learning

using all labeled examples and generate

an initial classifier. Compute the decision

function values of all unlabeled examples.

Step 2: Label one or two unlabeled examples us-
ing pairwise labeling. Retrain the support

vector machine over all labeled examples.

Step 3: Compute the decision function values of

all unlabeled examples. Remove all incon-

sistent labeling by dynamical adjusting.

Step 4: Return to Step 2 if still some unlabeled

examples exist in the margin band. Other-

wise, label all remaining unlabeled exam-

ples with current separating hyperplane,

then output the result and finish the train-

ing.

4.3. More discussions

The rules of progressive labeling and dynamical

adjusting are very important in PTSVM and de-

serve more explanations and descriptions.

To show the rationality of pairwise labeling,

note that in one certain iteration of the PTSVM

algorithm, although there are many possible
methods to label the unlabeled examples in the

margin band, it can be seen intuitively from Fig. 1

that pairwise labeling is the most reasonable

scheme to label one new positive example and one

new negative example. The figure shows that, la-

beling the two ‘‘�’’ examples will lead to a wider

resultant margin band than labeling the two ‘‘�’’
examples. Consequently, it is reasonable to per-
form pairwise labeling.

Similarly, the following fact can attribute to the

rationality of dynamical adjusting. Assume that

the final optimal separating hyperplane has been

found. Then every unlabeled example should have

been set a label that is consistent with its corres-

ponding decision function value. Otherwise, swit-

ching the label of the inconsistent example will
surely lead to a smaller objective function. It

contradicts the assumption that the objective

function has been minimized. This strongly implies

that it is reasonable to remove inconsistent label-

ing during the training process.

In the case of an inconsistency, the earlier

labeling is not appropriate and may need modifi-

cation. Nonetheless, it does not mean that the la-
beling is surely wrong. It only denotes that current

knowledge of the learner is still not sufficient to

give the example a convincing labeling, and more

information is needed. Therefore, in PTSVM, the

label of the example is not switched immediately.

Instead, the earlier labeling is canceled and de-

layed. A more confident decision may come by in

the future, after more information about the dis-
tribution of the data is accumulated.

The principle behind pairwise labeling and dy-

namical adjusting is a little like the idea of the

0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4
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0.6

0.8

1
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1.8

2

2.2

2.4

Fig. 1. Description of pairwise labeling.
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query learning with large margin classifiers

(Campbell et al., 2000). Both algorithms involve

progressively selecting the most informative data

during the solution process.

5. Experimental results

We implement PTSVM based on Joachims�s
SVMLight, which is a popular shareware (Joach-

ims, 1999b). Two different datasets are tested and

the results are given in Sections 5.1 and 5.2 re-

spectively.

5.1. Tutorial dataset

The first test dataset, Tutorial, is a simple lin-

early separable two-dimensional point set. The

goal of designing this dataset is to address the

characteristics and virtue of PTSVM more intu-

itively. There are altogether 6 labeled examples
and 20 unlabeled examples in the mixed training

data, as shown in Fig. 2. The three ‘‘þ’’ points in

the figure are positive and the three ‘‘�’’ points are
negative. All other points are unlabeled examples.

In Fig. 2 we can see that the training set can be

easily separated into two different classes in the 2-d

space. One feature of the Tutorial training data is

that the unlabeled examples are much more than

the labeled examples and can describe the global

data distribution much better. So, Tutorial dataset

is good for testing of transductive learning.

In Fig. 2 the actual positive examples are much

more than the negative ones in the working set. As

a result, ratio estimation method in TSVM will
lead to a big estimating error, and can hardly

achieve a satisfactory learning result. Therefore

TSVM is not suitable for the learning of this mixed

training set. In contrast, estimation of the number

of the positive points in the unlabeled examples is

not necessary in PTSVM, so better learning pro-

cess and testing result are expected.

In our experiment, 100 examples are tested,
with a similar distribution as the mixed training

set. The training and testing results are offered in

Table 1.

Table 1 shows that the test accuracy of PTSVM

is much higher than TSVM. The reason is that

PTSVM makes use of the information about the

data distribution implicitly carried in the unlabeled

examples more reasonably. We will offer a more
rigorous analysis below.

There are 3 positive labeled examples and 3

negative labeled examples in the training set. Since

the number of the labeled examples is small, it is

not a good indication of the global data distribu-

tion. TSVM assumes that 10 of the 20 unlabeled

examples should be positive. This is a high devia-

tion because the actual number of positives is 14.
TSVM always tries to label 10 unlabeled examples

as positive and adjust the separating hyperplane

under this wrong assumption. It is not surprising

that this will lead to the result that some unlabeled

examples labeled as negative by the learning al-

gorithm are actually positive. As shown in Table 1,

four unlabeled training examples are ultimately

misclassified in training. Because of these erro-
neously labeled examples, the final separating

0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4
0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

2

2.2

2.4

Fig. 2. Training data of Tutorial dataset.

Table 1

Results comparison of TSVM and PTSVM on Tutorial dataset

Training

time

Training

errors

Test

set

size

Test

errors

Test

accuracy

[%]

TSVM 0.67 4 100 15 85

PTSVM 0.17 0 100 0 100
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hyperplane is also not satisfactory. This is the

reason for the low testing accuracy of TSVM.

PTSVM uses a different training method, in

which the number of the examples to be positive-

labeled is not fixed, but changed dynamically in

the process of training. Obviously, this method can
adapt to more general data distribution and thus

yield better generalization performance. A trace

into learning of PTSVM discovers that every

pairwise labeling makes the separating hyperplane

shift in the right direction. This shifting may cor-

rect some misclassification in the earlier learning

period. In the training result of PTSVM, all un-

labeled examples are correctly labeled, compared
to the number of 4 errors in TSVM. For instance,

notice the unlabeled example in Fig. 2 with the

coordinate about ð1:6; 0:5Þ. An inductive learning

will misclassify this point as negative and the error

persists in TSVM. Nevertheless, in PTSVM the

shifting of the separating hyperplane caused by

pairwise labeling will eventually label this example

correctly. This process intuitively presents the
virtue of PTSVM.

Fig. 3 illustrates the training results of TSVM

and PTSVM on Tutorial dataset. The solid line is

the final hyperplane found by PTSVM and the

dashed line is the final hyperplane found by

TSVM. As shown in Fig. 3, the wrong estimation

for the value of N is responsible for the bad per-

formance of TSVM. This problem is successfully
avoided in PTSVM.

We can also find out that the training time of

PTSVM is much shorter than that of TSVM. This

is mainly due to the fact that TSVM need to suc-

cessively increase the value of C�
tmp and the calcu-

lation has to be done for every C�
tmp value. In

PTSVM, the calculation is only done for one fixed
C�. It is worth noting that this acceleration is not

always true. Acceleration only occurs in cases

where the scale of the training set is comparatively

small. More details will be shown in our second

experiment to be discussed in Section 5.2.

The above experiment shows that for the case of

linearly separable dataset in a low dimensional

space, PTSVM can be very efficient. One would
ask what happens if the training and testing data

come from a high dimensional space, or are more

loosely distributed? Although it is not easy to

imagine these cases intuitively, we do expect that

the superiority will still take effect in such cases.

We try to confirm this statement with the second

experiment.

5.2. Reuters dataset

In the second experiment, we utilize the well-

known Reuters-21578 dataset, which is collected

from Reuters newswire in 1987. Documents are

represented using feature vectors with each feature

corresponding to a word stem. The task is to learn

which Reuters articles are about ‘‘corporate ac-
quisitions’’.

Three kernel functions are tested in the experi-

ments, namely, linear kernel, polynomial kernel

and Gaussian radial basis function kernel. All

three kernels yield comparable results. The fol-

lowing results are generated by the use of linear

kernel function. The values of C and C� are set

heuristically. Our test founds that 1.0 is a good
empirical value for C. C�

tmp in TSVM increases

progressively from 0.00001. C� in PTSVM takes a

moderate value 0.5, which can control the influ-

ence of the effect terms of (14) fairly well, as

mentioned earlier.

All following experiments use a common labeled

example set in the training set, i.e. 5 positive ex-

amples and 5 negative examples classified a priori
by hand. The unlabeled examples are selected with

different numbers and different positive–negative

0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4
0.4
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Fig. 3. Results comparison of TSVM and PTSVM.

1852 Y. Chen et al. / Pattern Recognition Letters 24 (2003) 1845–1855



ratios to test the performance of the algorithm in

various data distributions. We reasonably assume

that the more unlabeled examples in the training

set, the better they can reflect the actual distribu-

tion of the whole dataset. A common test set

composed of 300 positive examples and 300 neg-
ative examples is used in all the test jobs.

Results of eight different experiments are given

in Table 2. The first training set contains no un-

labeled examples. That is, for this training set,

both TSVM and PTSVM perform conventional

inductive learning, so the learning process and the

result are exactly the same. The other 7 training

sets contain unlabeled examples of different num-
bers and positive–negative ratios.

Table 2 shows that both TSVM and PTSVM

result in better performance compared to the

original inductive learning. This is because unla-

beled examples provide useful information in

transductive learning. The more unlabeled exam-

ples used in the training, the better the classifier

yielded by the learning.
When comparing TSVM and PTSVM on the

same training set, we can see that when the actual

number of positive and negative examples is ap-

proximately equal, TSVM gives a better testing

result than PTSVM because positive estimation is

done correctly. However, in more general cases,

where there is a big difference between the number

of positive and negative examples, PTSVM out-

performs TSVM because of its ability to dynami-

cally adjust the positive fraction in the unlabeled

examples to simulate the actual distribution better.

Except for the cases where the number of positive

and negative examples is approximately equal
in the training set, training results of PTSVM

are always better approximations to the actual

situation.

Finally, we briefly compare the computational

cost of TSVM with that of PTSVM. As mentioned

earlier in Section 5.1, when the number of the

unlabeled examples is small, PTSVM has faster

execution speed. When the number of the unla-
beled examples becomes larger, frequent opera-

tions of pairwise labeling and dynamical adjusting

make the complexity of PTSVM grow quickly

and exceed TSVM. This is one disadvantage of

PTSVM that may be improved by using some

faster learning algorithms, such as the incremental

and decremental learning methods (Cauwenberghs

and Poggio, 2001).
It is worth noting that in both experiments on

Tutorial dataset and on Reuters dataset, an extra

test set is used to test the generalization perfor-

mance of the algorithm in addition to the mixed

training set. Accordingly, what we measure is not

the original transduction ability of the algorithm

but rather the ability of using unlabeled data for

Table 2

Results comparison of TSVM and PTSVM on Reuters dataset

Unlabeled

examples

Train

algorithm

Training

time [s]

SV nums Test errors Precision

(POS) [%]

Recall (POS)

[%]

Test accuracy

[%]

Pos¼ 0 TSVM 0.01 10 165 64.64 99.33 72.50

Neg¼ 0 PTSVM 0.01 10 165 64.64 99.33 72.50

Pos¼ 10 TSVM 0.77 30 125 71.19 98.00 79.17

Neg¼ 10 PTSVM 0.30 30 91 77.43 98.33 84.83

Pos¼ 20 TSVM 0.82 39 91 90.98 77.33 84.83

Neg¼ 10 PTSVM 0.35 39 79 89.35 83.00 86.83

Pos¼ 100 TSVM 5.17 181 43 89.78 96.67 92.83

Neg¼ 100 PTSVM 3.62 184 46 87.57 98.67 92.33

Pos¼ 50 TSVM 4.19 146 109 73.46 99.67 81.83

Neg¼ 100 PTSVM 2.40 140 93 76.61 99.33 84.50

Pos¼ 1000 TSVM 58.87 768 54 97.67 84.00 91.00

Neg¼ 500 PTSVM 167.60 805 41 97.44 88.67 93.17

Pos¼ 500 TSVM 110.72 697 87 77.66 99.67 85.50

Neg¼ 1000 PTSVM 175.48 770 80 80.22 97.33 86.67

Pos¼ 1000 TSVM 69.96 826 19 95.47 98.33 96.83

Neg¼ 1000 PTSVM 303.05 894 36 90.74 98.00 94.00
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building a model that will classify well new unseen

data. The results show that transductive inference

can be used to perform a successful semi-super-

vised learning, which is desirable in many cases as

mentioned earlier in Section 3.1.

5.3. Further discussions

A comparative study of the two experiments

discussed in Sections 5.1 and 5.2 reveals the fol-

lowing observation. Although in most cases

PTSVM outperforms TSVM on Reuters dataset,

the superiority is not as notable as it is on Tutorial

dataset. This can be explained using the different
characteristics of the two datasets. Note that the

dimension of the vector space is 2 for Tutorial data-

set, but nearly 10,000 for Reuters dataset. The sit-

uation of a high dimensional space is much more

complex, and we are far less familiar with the data

distribution feature of Reuters dataset than its

lower dimensional counterpart. Firstly, the exam-

ples in Reuters dataset may not be linearly separa-
ble. Secondly, the examples in Reuters dataset may

not have as compact a distribution as Tutorial da-

taset (i.e. they may be very randomly distributed

instead). With such a disadvantageous distribution,

the training algorithm of PTSVM may yield some

labeling errors. Because PTSVM uses a fixed C�

with a moderate value, these errors may affect the

subsequent training and decrease the performance.
Although dynamical adjusting offers some sort of

error recovery function, its ability is limited and not

able to deal with large-scale errors. The authors

believe that the improper data distribution is the

major reason for performance decrease, i.e. PTSVM

is more suitable to linearly separable datasets or

datasets with compact distribution characteristics.

One possible improvement is to properly use the
effect factor increasing method of TSVM in

PTSVM. For example, use a small effect factor to

control the influence of the examples with uncer-

tain labeling to the later training process, thus

depressing the accumulation and propagation of

errors. However, a small effect factor conflicts with

the idea of progressive labeling to some degree.

This contradiction should be carefully treated and
some tradeoff may be necessary, e.g., setting dif-

ferent effect factors for different examples.

Another more attractive approach comes from

the use of kernel functions. Notice that a linearly

inseparable dataset may be mapped to a kernel

space with some kernel function and become lin-

early separable. This means that a good kernel

function can improve the distribution of the orig-
inal dataset. So for some dataset with bad or even

unknown distribution, we can proceed by finding

such a kernel function. Then the transductive in-

ference can be done in the kernel space, where the

distribution situation is improved, and a better

performance is expected.

6. Conclusion

A PTSVM is presented in this paper as a new

attempt in the field of support vector machine and

transductive inference. PTSVM can automatically

adapt to different data distributions and realize a

transductive learning of support vectors in a more

general sense.
Still many open questions are left regarding

SVM and transductive inference. How well does

the algorithm presented here approximate the

global solution? How is a proper transductive in-

ference algorithm for dataset with different fea-

tures chosen? How can PTSVM be improved with

different approaches to work with different data

distribution? All these questions are very interest-
ing and each deserves further effort.
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